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Abstract

This paper presents the BookmarkFeeder, a web agent that recommends web pages for a user. The BookmarkFeeder has two distinguished features compared with existing web agents. First, it uses implicit feedback for learning. It learns the user’s interests by monitoring the user behavior on the bookmark items without relying on explicit feedback. Second, it uses URL-based recommendation in conjunction with content-based recommendation for filtering web pages. By using the hyperlink information, a web page that contains no text can also be recommended, which are generally difficult to filter by using the content-based method only. The performance of the proposed system is demonstrated through the experiments with untrained users. 
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1
Introduction

The World Wide Web(WWW) provides vast amount of information. As the size of the Web grows larger and larger, it becomes harder for ordinary people to find information that they need from the Web. Various kinds of software agents have been studied and proposed to assist people in Web searching. These agents include meta search engines[1], news and mail filtering systems[2,3], browsing assistants[4,5], content-based and collaborative web page recommendation systems [6,7,8,9], etc. 
   Most of these systems maintain user profiles to represent user’s interests and perform learning based on the feedback from the user. They require explicit actions from the user, such as entering the degree of user’s interests on a specific web page. The user needs to know how the system works and how to respond to them. Introducing these additional user intervention conflicts to the original goal of such agents - reducing user efforts. 

   This paper presents the BookmarkFeeder, a web agent that collects and recommends web pages for a user. It learns user’s interests by monitoring the user behavior without relying on explicit feedback from the user. It uses implicit feedback only. The agent recommends new web pages by adding items to the user’s bookmark in a conventional web browser such as the Netscape, then monitors the user behavior on the bookmark items. The user needs not know how the agent works, what he/she has to do to get assistance from the agent. The user only reviews the ‘Recommended by Agent’ folders in his/her web browser’s bookmark, and clicks them, removes them, or moves the items to other bookmark folder. All these actions are monitored and used by the agent. The agent maintains multiple profiles, one for each bookmark folder, because one user may have several different interests and those interests usually appear as separate folders.

   Many agents use content-based method in collecting and filtering web pages, in which the words in the text are used to represent web pages. However, there are certain types of web pages that are inappropriate for the content-based methods. One typical example is an index page. Usually, index pages are difficult to filter because they contain very small amount of text. 

   The BookmarkFeeder uses URL-based recommendation, in conjunction with the content-based method, to filter the web pages like index pages. The basic idea is the pages that have many links in common would have high similarity in terms of the contents too. For learning and filtering, two types of user profiles are used. The content profile consists of keywords and weights, which is generated by analyzing the texts. The link profile consists of URLs of existing bookmark items and the URLs extracted from the HREF tags in the web pages. When the agent filters web pages, similarities are computed based on both profiles and the pages that have high similarity with content profile or link profile are recommended. 

   We have performed preliminary experiments with two untrained users. Although the experiment was not a comprehensive one, the result shows reasonable performance.

2
Recommendation Systems

There are various kinds of web agents whose purpose is to assist people in finding information they need from the Web. These agents include web robots, meta search engines, news and mail filtering systems, web browsing assistants, and web page recommendation systems. Among these systems the recommendation systems such as Syskill&Webert[6], Fab[7], InfoFinder[8], Amalthaea[9], and Siteseer[10] share many features with the BookmarkFeeder. The web browsing assistants such as WebWatcher[4] and Letizia[5] are also closely related. 

   The key components of these systems are collecting web pages, filtering collected pages, and learning user interests. To collect web pages, agents either navigate the web space by themselves or send queries to search engines and merge the results[6,7]. In terms of efficiency, using existing search engine may be better. However, to continuously provide new pages for the long-term interest of a user, navigation of the Web by the agent itself is necessary. It is because the search result does not change after the user profile is converged to a set of important keywords. 

   To filter collected web pages, keyword-based methods are widely used. For the systems which use the vector model, user profiles and web pages are represented as Boolean or weighted keyword vectors, and the cosine similarity between these vectors are computed[7,9]. Other systems use probability-based Baysian classification, decision tree, or neural network[6]. There are also the collaborative filtering method[10] in which the users with similar interests are grouped together, and a web page that gets positive feedback from one user is recommended to other users in the same group.

   To learn user’s interests, a set of relevant and irrelevant web page examples is necessary. They are used as training data. Most of the web agents require explicit feedback from the user to obtain such data. Different approaches can be found in WebWatcher[4] and Letizia[5], which get such data by monitoring the user. Most of the web agents maintain user profile to represent user’s interests. The agents that use the vector model learn user’s interests by updating profiles by using relevance feedback[11]. The weight of a keyword is increased or decreased as the web page that contains the keyword is determined as relevant or irrelevant. Other agents perform learning by building a decision tree from sample web pages[8].  

   For collecting web pages, the BookmarkFeeder sends queries to search engines and navigates the Web independently as a robot. In filtering, the BookmarkFeeder uses the hyperlink information (URLs) in addition to the content information (keywords) to recommend various types of web pages. In learning, the BookmarkFeeder completely eliminates the requirement of explicit feedback from the user. All the necessary data for learning is implicitly acquired by monitoring the user behavior. The vector model is used for learning and filtering.

3
The BookmarkFeeder
The goal of the BookmarkFeeder is to recommend web pages corresponding to the user’s interests without any explicit feedback from the user. The primary source of information that the BookmarkFeeder uses is the bookmark that users maintain in a Web browser. It interprets user’s interests by monitoring the user behavior on bookmark items.

[image: image1.wmf]L

L

L

D

P

S

×

=


Figure 1. The structure of BookmarkFeeder

   The BookmarkFeeder starts with building user profiles from existing bookmark items. Then it operates as a meta search engine to collect web pages. From each profile, the BookmarkFeeder generates queries for search engines and collects URLs from search results. It also navigates the Web by following the links from the pages in the bookmark in breadth-first manner. The collected web pages are filtered by using profiles and added to the agent-generated “Recommended by Agent” folder. As the user adds, deletes, and reads items from the bookmark, it performs learning based on those actions.  
   Figure 1 shows the overall structure of the BookmarkFeeder. There are three main modules – collector, filter, and learner. The agent’s recommendation cycle is initiated periodically without any user intervention. One recommendation cycle is summarized as follows:

1. The learner monitors user behavior during daytime.

2. At midnight, the learner updates profiles. 

3. The collector collects new web pages.
4. The filter scores collected pages by using profiles. 
5. The web pages with high similarities are added to the “Recommended by Agent” folder.

3.1
The user profiles

The user interests are represented by user profiles. There are two types of user profiles – content profile and link profile. 
   The content profile PC consists of keywords and weights, which is generated by analyzing the text in the web pages in which the user has interests. In the content profile, the document frequency is used as weights. The document frequency of a word is the number of relevant web pages that contain the word. 

   The document frequency is used to reduce the effect of irrelevant but frequent words in early stages. For example, one page in our experiment on “Movies” folder has more than 20 appearance of “mermaid”. If simple term frequency is used, this word would be highly ranked in the profile, and may lead the learning to a wrong direction. The inverted document frequency (IDF) can not be used in this application since the agent continuously collects new pages. Also, since the agent works as a meta search engine, the important keywords that are used in query would appear almost every web pages from the search result. Therefore, if the inverted document frequency is used, important words will get very low weight eventually.

   There are web pages that cannot be evaluated well by the content profile. One typical example of such page is the index page that contains lots of hyperlinks, but almost no text. To evaluate and rank such web pages, the BookmarkFeeder uses the URLs in them. 

   The link profile PL consists of simplified URLs with no weights. A simplified URL means the machine address part only. Simplified URL is used to increase the number of matches for filtering. The problem of using simplified URL is that there are huge sites such as Yahoo that contain various types of information. These URLs are eliminated from the link profile just like the stop words are eliminated from the content profile. If a new web page has many URLs in common with the profile, it is recommended. The concept of URL-based recommendation is shown in Figure 2.
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Figure 2. Recommendation based on hyperlink

   Since one user generally has multiple interests, there are multiple profiles maintained for single user. For example, one of our sample users has “Search”, “News”, and “References” folders. Each of these folders represents different interest of the user, and separate profiles should be maintained. 
   The initial profiles are generated by using the items in each top level folder. The agent reads the items, fetches the pages, and then extracts keywords and URLs from the pages. 

3.2
Collecting candidate web pages

The collector reads the content profile and generates queries for popular search engines such as Yahoo and AltaVista. Two types of queries are generated. First, the top 10 keywords in the content profile are connected by OR operation. Second, 20 separate queries with single word are made from the top 20 keywords. 
   Among the search results, 100 URLs are selected for each query, and fetched to local machine for filtering. The web pages that have been recommended before are not collected again. While processing these pages, the collector also fetches pages linked from these pages. 

   Also, a robot continuously navigates the Web space by following links from the user bookmark items in a breadth-first manner. This is to avoid early convergence of the search result. If the search engines are used only, the search result converges to a finite set of pages after several recommendation cycles. Java thread is used for the collecting module so that simultaneous accesses are performed.

3.3
Filtering collected web pages

The collected web page is processed by the HTML indexer and converted to a content vector DC and a link vector DL. To get the keywords for the content vector, the indexer first removes HTML tags and performs simple stemming. After eliminating pre-selected stopwords, all the remaining words are used to represent the web page. Each word is associated with the term frequency as their weights. 
   The URLs in the web page are also extracted by the HTML indexer to build the link vector. The URLs in the link vector are not weighted. After the web page is represented as vectors, the content similarity SC and link similarity SL between the web page and the profiles are computed as follows: 
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   Among the collected web pages, top 10 pages based on the content similarity and another top 10 pages based on the link similarity are finally recommended to the user. For some types of web pages, content similarity works well, while for other types of web pages the link similarity works better. Since a web page that has either high content similarity or high link similarity is recommended, the web pages like an index page can also be recommended.

   As the pages to recommend are selected, the BookmarkFeeder adds those pages to the “Recommended by Agent” folder for the review by the user.

3.4
Learning user’s interests

The relevancy information about the recommended pages must be provided for learning. The BookmarkFeeder obtains the information by monitoring the user behavior on bookmark items. No explicit feedback from the user are required. We have classified the possible user behavior into positive and negative ones, and active and passive ones. The positive behavior is the actions on the relevant web pages, and the negative behavior is the actions on the irrelevant pages. The active behavior means that the user actually changes the bookmark, and the passive behavior means that the user reads pages or leaves the items unchanged.

   The basic units of user actions are 1) ADD: adding an item to the bookmark, 2) DELETE: deleting an item from the bookmark, 3) READ: reading an item in the bookmark by clicking it. The user behavior on a bookmark item appears as the combination of these basic actions. For example, the user may read an item, and then delete the item. So, to decide whether a sequence of user action is positive or negative, a decision-making mechanism is necessary. The decision is made by the following rules:

if (ADD) then Active Positive
else if (DELETE) then Active Negative
else if (READ) then Passive Positive
else if (No action) then Passive Negative or Unknown
   The decision is made when actions are taken on at least one item in the “Recommended by Agent” folder. If some actions are taken on other items in the same folder, but no actions have been taken on the item under consideration, then it is interpreted as negative action to the item. As an example, if the user reads one of the recommended item, bookmarks(adds) it, then deletes it from the “Recommended by Agent” folder, then it is determined as a positive action. 

   The vector representation of the web pages correspond to positive and negative feedbacks are retrieved and the profiles for each folder are updated by the following equation: 
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   In above equation n represents the recommendation cycle number. PDC is the content vector of positive pages, and NDC is the content vector of negative pages. Both vectors are converted to Boolean, so that the updated content profile PC is represented with document frequencies. PDL is the link vector of positive pages. Since PL and PDL are all Boolean, they are ORed to build a new link profile. The new recommendation cycle begins as the profiles are updated. 

4
The Experiments 
The BookmarkFeeder has been implemented as a Java application, and runs on Windows95 with Netscape4.0 browser. Two users, none of whom were experts on web search, had joined to the experiment. Before the experiments start, user 1 had three top level folders and user 2 had eight top level folders in their bookmark, respectively. For the duration of three days, the user behaviors, the profile changes, the bookmark items, and the accuracy of recommended items have been observed. The user behaviors were monitored during daytime, summarized at midnight, and then the learning-collecting-filtering cycle started.

4.1
User in action
The users were not given any instructions before the experiment except that some pages will be added at night to their bookmarks for recommendation. The users do whatever actions they want. The only assumption is that the users maintain their own bookmark consists of multiple folders. 

   It is observed that generally there are more passive actions than active actions. For positive feedback, active actions(ADD) are rarely taken, and for negative feedback, the active actions(DELETE) are taken frequently or not taken at all. If the users do not take any action for all items in a folder, the feedbacks on those items are all unknown. Since the users participated actively in the experiments, the ratio of the unknown feedback was low. 
4.2
Agent in action
The agent started by initializing six profiles(content and link profile for three folders) for user 1, and sixteen profiles for user 2. As the recommendation cycle proceeds, the profiles are updated by using the feedbacks. The initial content profile contained 27 words on average (words with document frequency greater than 1 were selected initially), and the initial link profile contained 8 URLs on average. 

   The details of the agent’s action are described with the “Movies” folder of the user 2 as an example. The Figure 3 shows the initial content profile and link profile that are generated from those items.
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Figure 3. The initial profiles generated from user’s bookmark
Staring from the initial profiles, the agent collected about 2000 pages for each recommendation cycle, and computed similarities by using the profiles. The results of filtering the collected pages in the second cycle are shown in Figure 4. After ranking the collected pages, the agent recommended top 10 pages based on the content similarity and another top 10 pages based on the link similarity. 
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(a) Result of content-based filtering


(b) Result of URL-based filtering

Figure 4. The result of filtering in the second cycle.
4.3
Performance of recommendations 
The BookmarkFeeder uses both content-based recommendation and URL-based recommendation. Figure 5 shows the average accuracy of the content-based recommendation AC and the average accuracy of the URL-based recommendation AL for both users during the three cycles in the experiments.

   The result shows that the content-based recommendation is more accurate in general, but URL-based recommendation has competitive accuracy. Especially, the URL-based recommendation shows bad performance in early stage, but the accuracy increases rapidly as more URLs are added to the link profiles. 


Cycle 1
Cycle 2
Cycle 3
Average

User 1/AC
0.27
0.37
0.40
0.34

User 1/AL
0.10
0.33
0.47
0.30

User 2/AC
0.33
0.67
0.61
0.54

User 2/AL
0.17
0.44
0.51
0.38

Figure 5. The average accuracy of recommendations

Even though it was a relatively short-term experiment with a limited set of sample users, the result demonstrated the effectiveness of the proposed approach. 

5
Discussion
This paper presents a web agent called the BookmarkFeeder. The BookmarkFeeder monitors user behavior on bookmark items, and recommends web pages for each bookmark folder. It uses implicit feedback for learning and the URL-based method for recommendation. Monitoring and interpreting user behavior eliminate the need of explicit user feedback. The URL-based similarity computation makes the filtering of index pages possible. The feasibility of the learning by implicit feedback and the URL-based recommendation has been demonstrated through the experiments with untrained users.

   In some bookmark folders, it has been observed that the precision decreases rapidly to zero. It was because the user’s interest was very specific, and so there was only small number of relevant pages in the search result. They were all recommended at the first cycle. It seems necessary to use threshold-based page filtering, rather than a fixed number of recommendations. Changing the threshold adaptively according to the recommendation accuracy is another possibility. Also, more research on user modeling is necessary. We are preparing more comprehensive, long-term experiments with various types of users. 
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http://musicman.com/mp/mp.html		0.645


http://users.aol.com/aleong1631/movrev.html		0.604


http://www.dehm.com/movie/comedy.html		0.575


http://www.geocities.com/Hollywood/4123/		0.542


http://www.cheezmo.com/lbx.html/		0.535


http://www.dehm.com/movie/drama.html		0.534


. . . 





http://www.geocities.com/Hollywood/Hills/8757/scripts.html		3.0


http://www.jessicasteen.com/armageddon.html		3.0


http://www.geocities.com/Hollywood/Studio/8348/		3.0


http://members.aol.com/reedyb/oscar/		3.0


http://users.aol.com/aleong1631/movrev.html		2.0


http://www.brain.net.pk/~poora/titanic.html		2.0


. . . 
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